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I. Problem Description

For our project, we were trying to implement several ML models that will predict whether
or not it will rain a given day, due to various features describing the weather the day before. The
problem can be described as a binary classification problem with the two classes being that “it
will rain”/ “it will not rain”. Given that weather can greatly affect one’s plans for the day, such as
whether they will spend the day outside, what they will wear, etc, this can prove to be helpful in
planning purposes for many. Additionally, with the topic of climate change being one of great
importance, tracking changes in rainfall prediction could prove to be an investigation of great
value.

Before starting our project, we explored various other projects, papers and articles on
the topic. One such article focuses on climate trends in Australia[1]. We wanted to gain more
insight into whether rainfall patterns are changing over time. This would be interesting as that
could mean that the model, based on date, would be more or less likely to predict rainfall. This
source talked about the rising temperature in Australia overtime during daytime and nighttime.
We also see that region plays a big role in rainfall prediction, as rainfall has increased in most of
Northern Australia in the past few decades, vs. a decrease in rainfall in the southwest and
southeast. This indicates the importance of accounting for regions in our rainfall prediction
model.

The second article we looked at was published by another group using ML in order to
predict rainfall in Iowa[2]. For our project, we will be implementing 4 different algorithms, and
this group also used different algorithms, so we wanted to gain insight into which of the
algorithms appeared to be most promising in terms of accurate and precise prediction. Based
on their results, it appeared that the Neural Network, multilayer perceptron model provided the
best results as well as SVM, and are models we should therefore consider for implementation.

An interesting find was this review of different Machine Learning models on the general
task of predicting rain[3]. As the paper remarks, predicting rain is an important and
often-pursued technique, and looking at the different common methods has merit; even more for
our purpose, looking at what has worked gives us a good baseline for our expectations working
on the Australia rain model but also gives us context for a large scope of workings in the rain
modeling field. Some interesting findings were the effects of differences in the time period rain
data was taken from.

And finally,  a carbon copy of the type of task we wish to perform, this paper is best when
seen as a comparison of where we might have gone[4]. It provides very useful information on
what type of data cleaning we may have opted for instead as well as how it impacted similar
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results between their work and ours. In addition, this paper provides insight into the types of
models and motivations behind choosing them.
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III. Dataset and Exploratory Data Analysis

a. Dataset

The dataset we used came from Kaggle [5]. This dataset focuses on various regions in
Australia and features corresponding to their weather, drawn from weather stations on a daily
basis. Before any data cleaning, there were 145k records comprising 22 feature columns.  4 of
the columns are categorical, 1 is Boolean, and the rest are numerical. The boolean column was
the target column “RainTomorrow” where the classes were listed as “Yes” or “No”. The following
table contains a further breakdown of each of the columns.

Column Name Description Data Type

Date The date of observation DateTime

Location The common name of the location
of the weather station

String, Categorical

MinTemp The minimum temperature in
degrees celsius

Float (Celcius)

MaxTemp The maximum temperature in
degrees celsius

Float (Celcius)

Rainfall The amount of rainfall recorded
for the day in mm

Float (mm)

Evaporation The so-called Class A pan
evaporation (mm) in the 24 hours
to 9am

Float (mm)

Sunshine The number of hours of bright
sunshine in the day.

Float (hours)

WindGustDir The direction of the strongest
wind gust in the 24 hours to
midnight

String, Categorical
One of many cardinal directions

WindGustSpeed The speed (km/h) of the strongest Float (km/hr)
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Column Name Description Data Type

Date The date of observation DateTime

wind gust in the 24 hours to
midnight

WindDir9am Direction of the wind at 9am String, Categorical
One of many cardinal directions

WindDir3pm Direction of the wind at 3pm String, Categorical
One of many cardinal directions

WindSpeed9am Wind speed (km/hr) averaged
over 10 minutes prior to 9am

Float (km/hr)

WindSpeed3pm Wind speed (km/hr) averaged
over 10 minutes prior to 3pm

Float (km/hr)

Humidity9am Humidity (percent) at 9am Float (percentage)

Humidity3pm Humidity (percent) at 3pm Float (percentage)

Pressure9am Atmospheric pressure (hpa)
reduced to mean sea level at 9am

Float (hpa)

Pressure3pm Atmospheric pressure (hpa)
reduced to mean sea level at 3pm

Float (hpa)

Cloud9am Fraction of sky obscured by cloud
at 9am. This is measured in
"oktas", which are a unit of eigths.
It records how many

Integer, (oktas)
0 to 8 inclusive

Cloud3pm Fraction of sky obscured by cloud
(in "oktas": eighths) at 3pm. See
Cload9am for a description of the
values

Integer, (oktas)
0 to 8 inclusive

Temp9am Temperature (degrees C) at 9am Float (Celcius)

Temp3pm Temperature (degrees C) at 3pm Float (Celcius)

RainToday Boolean: 1 if precipitation (mm) in
the 24 hours to 9am exceeds
1mm, otherwise 0

Boolean

RainTomorrow The amount of next day rain in
mm. Used to create response
variable RainTomorrow. A kind of
measure of the "risk".

Float (mm)

b. Exploratory Data Analysis

The first step in our analysis was looking at the quality of our data in terms of completeness and
usability of each data column. In terms of columns that would give up the most trouble, we saw
that less than ⅓ of data was available for each of the Evaporation, Sunshine, Rainfall, and
Cloud columns which we then removed. We removed the Location column due to the large
variation of locations that would add 44 new feature columns if encoded. The remaining rows
with NaN values (30,045) were removed.



We then looked at the correlation between features in order to support our feature
selection efforts. We first printed out a table with the linear correlation between features, and
then the corresponding heat map.





Given that we saw columns with high levels of correlation, we decided to drop one of each pair
of columns where the correlation was greater than 0.85.

Before starting any analysis, we first wanted to see the balance of the data between the
two classes. We wanted to make sure that there was balance present in our data before
implementing any algorithms. As we can see below, there was a great imbalance leaning
towards a classification of “No”, therefore we decided to implement undersampling to make the
distribution more even.

Before Manipulation:

After Undersampling:

Finally, we used Standard Scalar to normalize the data before moving forward with
running the models on the data. There were large discrepancies between the scale of data in
the different features included for our dataset, so we wanted to scale in order to provide some
normalization.

III. Approach and Methodology



As mentioned above, we took steps to balance the data using undersampling and normalization.
For feature selection, we chose the features of most value based on the results of linear
correlation between features, and dropping columns with more than ⅓ of values being N/A.

Some data manipulation was also necessary. For the “RainToday” and “RainTomorrow”
columns, where the values were either “Yes” or “No”, we performed one-hot encoding so that
the “yes” would now be 1 and the “no” 0.

For the date column, we manipulated the original date column which had everything in the
format yyyy-mm-dd and created three new columns, one for the month, day, and year.

And finally, for all of the columns that implemented the cardinal directions, we implemented one
hot encoding so that if one of the N, S, E, or W was included in the original column, the encoded
column would contain a 1.



After all of our data cleaning, feature selection, and undersampling, we were left with 51,012
records and 22 feature columns.

We implemented the following models in our project: Logistic Regression, Naive Bayes, SVM,
and Random Forest. These models were implemented in Python and we used modules such as
Pandas, Numpy, and Sklearn to create the models, and seaborn and Matplotlib to visualize the
results. In order to test our models, we did a random split of the data with 75% going towards
the training set, and 25% left for testing.

In order to evaluate our models, we will be using accuracy, recall, precision, and f1
score. We will focus on recall and precision over accuracy as this will provide better insight into
whether the model consistently predicts either that it will rain or will not, rather than truly
predicting based on the given features.

IV. Discussion and Result Interpretation

When looking at each of the four models we used, we can see varying levels of performance
based on the four metrics we looked at - accuracy, precision, recall, and F1 score.

When looking at the results for logistic regression, we see that there is about 50% accuracy,
which appears to be the same as random guessing. When looking at the results further, it
appears that the model consistently predicted that it would not rain, even when that was not the
case. This can be deduced by the precision being 0.5 and the recall value being 1.0. If the
model had a higher precision score, this would have meant that the quality of positive
predictions would be higher. In order to improve this for the future, some considerations could
be taking a closer look at the testing set and ensuring that all of the training data does not fall
into the same class, as well as making sure that there are not any errors in the rest of the
algorithm.



The Naive Bayes Classifier presented better results than the Logistic Regression. All of the
metrics fall above 0.5, so the model appears to be performing better than random guessing as
for example, the ratio of correct predictions to total predictions is .74 to 1. The recall in this
model is .71, so even though it is predicting less of the true positives, this is balanced out by the
fact that the model does not always default to predicting that it will rain tomorrow like for the
logistic regression classifier.

For the SVM regressor, it appears that there is an even higher performance across all metrics
when compared to the Naive Bayes. There is 77% accuracy meaning that 77% of the total
guesses are accurate out of the total guesses. The precision is also close to 80% meaning that
when the classifier says it will rain, it is correct close to 80% of the time. The recall is close to
75% percent which means that the model found ~75% of the points where it did end up raining
and identified it as such.



Our RandomForest Model showed some interesting results. Throughout the process, there were
struggles with reducing complexity of the model, and that struggle continued as we worked to
create a model that ran in a reasonable amount of time. Instead, for this model, we ran a subset
of data with 20 entries on a Random forest with 3 trees and max depth of 3 (1),  a Random
forest with 5 trees and max depth of 3(2), and  a Random forest with 5 trees and max depth of 5
(3). This was able to give us reasonable data which we were able to see how RandomForest is
able to reduce variability in a number of ways which in turn generally improved our scores, with
potentially some drawbacks when we look at model (3) which has begun over-guessing Positive
results.

Obviously, this model has much more room for improvement both by the hand coding involved,
and also many more interesting explorations that could be made into the effect of different
portions of data on the results of our model. Specifically, since we don’t know immediately which
training data we used for the models (though it is the same set for each model) I’d want to see
what imbalances the data shows between the y columns and also in what features were similar
and dissimilar.

(1)



(2)

(3)

Wrapping up, SVM performed the best overall with Naive Bayes closely behind. The Logistic
Regression model needs to be investigated to see if there are metrics to alter to assist with
reducing the positive guesses from the model. Random Forest could also use considerable
improvement and could potentially be a top scorer if it was continued to be worked with.

It is easy to see that our models made errors- Logistic Regression had random guessing and
Random Forest had increased time complexity. Even the Naive Bayes and SVM models weren’t
perfect. One aspect we wanted to focus on was human error- the models are mathematical, but
that doesn’t mean they aren’t influenced by the efficiency of the coders who write them. For
example, the Random Forest follows the correct algorithm, but experiences issues when
processing too much data. The other important factor might be the data. Although we balanced
the Yes and No results of our data, there is a big discrepancy between different occurrences of
different features in the dataset. We could attribute some of the models’ imperfections to the
handelings of data distribution.

Speaking of data, the features we use can also have an effect on the performance of models.
For example, measurements such as WindGust are taken multiple times a day and might be
less important to the model in the current format. Although the average wind gust and the
change from day to night could be important, the way the data is presented may require more
complex calculations to arrive at the same conclusions. This is why we found the less linked and
correlated data such as temperature and pressure to provide more importance to the model
as-is.

V. Conclusion

This project has taught us many lessons about the ways that we build models, and the
assumptions we work with when it comes to choosing both pretrained models and those we



write ourselves. It was very challenging to write the models by hand- it required utilization of
mathematical concepts and understanding how our transformations of the data created a path
or algorithm a computer could use to ‘find’ the answer, or in this case class, to our problem. We
also had to take time to understand how to communicate data and insights in a way each other
and graders could understand it. This was a valuable way to interact with the class and its
goals, but it’s an understanding that can extend past the timeline of the project.

As far as future work is concerned, our work on this project taught us a lot about the creation of
models and looking at the data we work with before using it. Given a longer deadline, our group
wishes to delve further into the ways correlation affects data. It was obvious a lot of different
factors, such as the wind changes throughout the day, were often correlated with each other.
But, what if we instead recorded the positive and negative change maybe throughout the day for
wind gusts? Taking a piece by piece approach to this data could give plenty of individual insight
into the small-scale particulars this weather data covers and might be able to make us better at
handling data and models in the future.

VI. Team Member Contribution

Abby:

● Data Cleaning, Data Exploration
● Naive Bayes and Random Forest Implementation
● Slide Show recording

Rida:

● Data Cleaning, Data Exploration
● Logistic Regression Classifier & SVM regressor
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